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Abstract

Active interactive genetic algorithms (aiGAs) rely on actively optimizing synthetic fitness func-
tions. In interactive genetic algorithms (iGAs) framework, user evaluations provide the necessary
input for synthesizing a reasonably accurate surrogate fitness function that models user evalua-
tions or, in other words, his/her decision preferences. User evaluations collected via tournament
selection only provide partial-ordering relations between solutions. Active iGAs assemble a
partial-ordering graph of user evaluations. In such a directed graph, any contradictory evalu-
ation provided by the user introduces a cycle in the graph. This property is explored in this
paper to measure the consistency of the evaluations provided by the user along the evolutionary
process. The consistency measures are applied to a real-world problem, the weight tuning of
the cost function involved in corpus-based text-to-speech synthesis. Results show the useful-
ness of such measures to identify inconsistent users during the evolutionary tuning process, and
successfully the number of evaluations required by more than half.

1 Introduction

A key element for the successful application of interactive genetic algorithms (iGAs)—or any other
interactive evolutionary computation method (Takagi, 2001)—is the reliability of the solution-
quality assessments made by the user. The decisions that the user takes, when using an iGA, guide
the search across the space of possible hypotheses. Any interactive procedure, regardless of how
efficient it is, will perish in the quest for high-quality solutions if the user is unable to provide
consistent evaluations. This paper builds on the previous work on active iGAs (aiGAs) by [Llora,
Sastry, Goldberg, Gupta, and Lakshmi (2005) and focuses on quantifying the consistency of users



using aiGAs. Quantifying the consistency of a user is the first step toward ultimately establishing
confidence measures on the results obtained by a given user and actively intervene in the interactive
evolutionary process helping the user to achieve high-quality solutions.

This paper builds on the synthetic fitness proposed by |Llora, Sastry, Goldberg, Gupta, and
Lakshmi (2005) appears as a result of using a partial-ordering graph ensemble G =< V, € >. A
vertex in V represents the solutions s; presented to the user so far, whereas the edges in £ represent
the partial-ordering evaluations provided by the user. New vertexes and edges are incrementally
added after each evaluation provided by the user. The normalized graph G,—the one containing
only bigger than relations—presents an important property: cycles represent a clear contradiction
on a proper partial ordering. This simple property is the pillar to erect a first quantitative measure
of the consistency of the evaluations provided by the user. The main goal of this paper is to explore
this property and how such a consistency measure can be defined and used along the run of an
aiGA.

This paper is organized as follows. Section [2] reviews some relevant background to help under-
standing the work presented in this paper. Then, section [3] briefly reviews the research on iGAs,
and focus on the surrogate model of the synthetic subjective fitness—the main pillar of active iGAs.
This section also briefly describes how a hypothetical fitness can be synthesized combining partial
ordering concepts, multiobjective optimization ideas, and support vector machines. Then, section
presents how measures of the consistency of user evaluations can be produced by inspecting the
partial-ordering graph—mainly looking for cyclic behaviors. Section [5| presents a quick introduc-
tion to weigth tuning for text-to-speech synthesis (TTS) based on unit selection. Such framework,
when used interactively, may take advantage on the improvements introduced by aiGAs and use
the consistency metric proposed in this paper to help obtain better quality syntheses faster. Sec-
tion [0] presents preliminary results of combining aiGAs, consistency metrics, and interactive weigth
tuning, and shows the strengths of such a combination. Finally, discussions and conclusions are
presented in section

2 Background

Unlike in evolutionary algorithms with objective fitness measures, one of the daunting challenges of
any interactive evolutionary algorithms methods (iEAs) (Takagi, 2001)) is designing effective meth-
ods of combating user fatigue. Even for moderately-sized problems, :EC may require a few hundred
to a few thousand fitness evaluations, which is highly improbable—oftentimes even impossible—for
users to evaluate. This places a premium on a variety of efficiency-enhancement techniques (Gold-
berg, 2002), particularly evaluation relazation (Sastry, 2001). In evaluation relaxation schemes, the
computationally costly, but accurate function evaluation is replaced by a cheap, but less accurate
surrogate function. A serious stumbling block in developing surrogate fitness functions in iEAs is
the absence of computable fitness function.

(Llora, Sastry, Goldberg, Gupta, & Lakshmi, 2005|) proposed an evaluation-relaxation scheme
for actively combating user fatigue. Specifically, they addressed two critical issues: (1) the lack
of a computable fitness, and (2) the lack of systematic way for modeling user-decision process.
For achieving this goal they proposed a method consisting of three major components: (1) partial
ordering: The qualitative decisions made by the user about relative solution quality is used to
generate partial ordering of solutions, (2) induced complete order: The concepts of non-domination
and domination count from multi-objective evolutionary algorithms (Goldberg, 1989) to induce a
complete order of the solutions in the population based on their partial ordering, and (3) Surrogate
function via support vector machine: The induced order is used to assign ranks to the solutions



and use them in a support vector machine (SVM) (Vapnik, 1998; |Vapnik, 1999; Cristianini &
Shawe-Taylor, 2000; [Shawe-Taylor & Cristianini, 2004) to create a surrogate fitness function that
effectively models user fitness.

An important byproduct of the synthetic fitness proposed by [Llora, Sastry, Goldberg, Gupta,
and Lakshmi (2005) appears as a result of using a partial-ordering graph ensemble G =< V, € >.
A vertex in V represents the solutions s; presented to the user so far, whereas the edges in £
represent the partial-ordering evaluations provided by the user. The minimal scenario for collecting
meaningful information is provided by a binary tournament scheme (s = 2) (Goldberg, Korb, &
Deb, 1989), where given two solutions {si,s2} € V the user is able to provide three possible
outcomes: (1) s1 > s, (2) s1 < s2, and (3) s; = sg—or equal/don’t know/don’t care. Such a
graph G can be transformed—under certain assumptions—into a normalized graph G’ containing
only bigger than relations. New vertexes and edges are incrementally added after each evaluation
provided by the user. The normalized graph G, presents an important property: cycles represent
a clear contradiction on a proper partial ordering. In another words, a cycle in G,, formed by three
solutions {s1, s2, 83,51} € V, is an indication of an inconsistency on the user evaluation criteria
because it requires that s; > so > s3 > s1. This simple property is the pillar to erect a first
quantitative measure of the consistency of the evaluations provided by the user. The main goal of
this paper is to explore this property and how such a consistency measure can be defined and used
along the run of an aiGA.

3 Active Interactive Genetic Algorithms

The purpose of this section is twofold; reviewing related studies on interactive genetic algorithms
and briefly introducing a principled manner of developing surrogates of a synthetic subjective
fitness (Llora, Sastry, Goldberg, Gupta, & Lakshmi, 2005), which is a key component of active
GAs, combining partial ordering concepts, multiobjective optimization ideas, and support vector
machines. We focus on the role of the partial-ordering graph because it will become the base for
the consistency measure proposed in this paper.

3.1 Interactive Genetic Algorithms in a Nutshell

The use of interactive genetic algorithms allow the fusion of human and computer efforts for problem
solving (Takagi, 2001). Two early examples of such systems may be found in Dawkin’s Blind
Watchmaker program (Dawkins, 1986|) and the Faceprints system developed at New Mexico State
University (Caldwell & Johnston, 1991) . However, putting the evaluation process into the hands
of a user sets up a different scenario when compared to traditional optimization. Takagi (2001)
presented a review of research efforts related to the iGAs challenges. These research areas included:
(1) discrete fitness value input method, (2) prediction of fitness values, (3) interface for dynamic
tasks, (4) acceleration of iGAs convergence, (5) combination of evolutionary and non-evolutionary
computation, (6) active intervention, and (7) theoretical research.

As an initial roadmap toward competent iGAs—similar to the successful roadmap that|Goldberg
(1991) laid down and lead to competent GAs (Goldberg, 2002)—Llora, Sastry, Goldberg, Gupta,
and Lakshmi (2005) proposed an initial decomposition composed by five main elements:

Clear goal definition: A precise description of the goal is key element to help the user engage a
successful innovation process. A clear definition helps evolve high-quality solutions. Moreover,
if such definition is maintained along the run, the user’s task gets greatly simplified.



Impact of problem visualization: The solutions presented to the user need to be understand-
able and comparable. If the visualization is too complex, the user will be overwhelmed with
details. If there is no simple way to qualitatively compare solutions, the user may not be able
to make a proper decision. If such qualitative comparison is not easy, the quality of the user
evaluations will decrease and greatly penalize the performance of the iGA.

Lack of real fitness: iGAs lack a quantitative fitness function analogous to the one used in tra-
ditional GAs. The qualitative nature of the evaluation process usually leads to evaluation
scenarios where the user is asked to provide solution rankings or relative evaluations among
a selected subset of solutions.

Fatigue: User fatigue is a critical element to produce high-quality solutions. Long times until con-
vergence lead to tedious and demanding attention periods on the user side. Fatigue becomes
the main reason of an early stop of the iGA process and, hence, leads to low-quality solutions.
User fatigue also leads to user frustration because of the inability to get the desired results
in a short amount of time.

Persistence of user criteria: The user can change his/her evaluation criteria along an iGA lead-
ing to a noisy evaluation scenario. The user criteria may drift along the run, leading to a
dynamic optimization scenario. Methodologies for helping the user to maintain the persis-
tence of his evaluation criteria along the iGA run is a key element.

After this initial decomposition, Llora, Sastry, Goldberg, Gupta, and Lakshmi (2005)) focused
their efforts on two of this elements: the lack of a real fitness and user fatigue. The proposed
approach took advantage of the relative evaluations provided by the user to reduce the user fatigue
by means of actively learning from the user interaction with the evolutionary process, which lead
to the the so-called active interactive genetic algorithms.

3.2 When Being Active is a Plus

Active interactive genetic algorithms rely on learning from the interaction with the user and antici-
pate what hypotheses the user may be interested via educated guesses. The idea is simple: mine the
information provided by the user and used the obtained knowledge to guide the breading process
of new solutions in an educated manner. However, achieving such a goal requires to address several
aspects of the interaction with the user that are beyond the scope of this paper and are introduced
elsewhere (Llora, Sastry, Goldberg, Gupta, & Lakshmi, 2005). Nevertheless, the lines below set
up the basic framework required to the understand the consistency measure of the user evaluation
proposed in this paper.

The algorithmic description of aiGA is summarized in algorithm [I] The description presented
in (Llora, Sastry, Goldberg, Gupta, & Lakshmi, 2005) assumed a theoretical framework where the
decision variables involved on the interactive process were independent to simplify the theoretical
analysis done. Such an assumption does not constrain the capability of aiGA to achieve linkage
learning capabilities (Goldberg, Korb, & Deb, 1989; |Goldberg, 2002)) provided proper learning and
optimization algorithms are chosen. As a result of the theoretical framework adopted, the initial
aiGA used a e-SVM (Vapnik, 1998; |[Vapnik, 1999; [Cristianini & Shawe-Taylor, 2000; [Shawe-Taylor
& Cristianini, 2004) with a linear kernel as the model for the synthetic fitness and the compact
genetic algorithm (cGA) (Harik, Lobo, & Goldberg, 1998)) to optimize the learned synthetic fitness.
Further details an motivation of these decisions may be find elsewhere (Llora, Sastry, Goldberg,



Algorithm 1 Algorithmic description of the aiGA as presented in Llora, Sastry, Goldberg, Gupta,
and Lakshmi (2005).
1: Create an empty directed graph G =< V, € >.
Create 2" random initial solutions () set).
Create the hierarchical tournament set 7 using the available solutions in V.
Present the tournaments in 7 to the user and update the partial ordering in £.
Estimate 7(v) for each v € V.
Train the surrogate e-SVM surrogate synthetic fitness based on G and #(v).
Optimize the e-SVM synthetic fitness using the cGA.
Create a S’ set with 2"~1 new different solutions, where V(|}V’ = 0, sampling out of the
probabilistic model evolved by cGA.
9: Create hierarchical tournament set 7’ with 2" — 1 tournaments using
2"=1 solutions in V.
10: V< VYuV
11: T~ TUT’
12: Go to 4 while not converged.

2h=1 golutions in S and

4 2 3 2 1 3 1 3
(010111)(010100)(010101)(100001)(100000)(101010)(001000)(001110)

Figure 1: FEight randomly chosen individuals from a population, are grouped in seven different
tournaments {(010111, 010100), (010101, 100001), (100000, 101010), (001000, 001110), (010111,
010101), (100000, 001000), (010111, 100000)}. The number beside each node simulates the ob-
jective function in the user mind.

Gupta, & Lakshmi, 2005). The consistency measure proposed on this paper relies on the partial-
ordering graph G which is incrementally built in lines 2, 3, 4, and 9 of the algorithm presented in
table [I} The next subsection presents the basics of the ensemble of G.

3.3 Synthetic Fitness and Partial-Ordering Graphs

The synthetic fitness used in aiGAs assumes that the interaction of the user with the evolutionary
process can be archived for mining and learning purposes. However it also assumes that this
information is going to be limited and independent of the background knowledge available at
the problem at hand to be explored. The minimal scenario for collecting meaningful domain-
independent information is provided by a tournament scheme of size s = 2 (Goldberg, Korb, &
Deb, 1989), where given two solutions the user is able to provide three possible outcomes: (1) the
first solution is better than the second one, (2) the first solution is worst than the second one, and
(3) both solutions are equal/don’t know/don’t care.

Given the scenario mentioned above, the evaluations provided by the user introduce a partial



order among the solutions presented so far. This partial order can be made explicit by using a
partial-ordering graph ensemble G =< V, & >—as firstly suggested in (Llora, Sastry, Goldberg,
Gupta, & Lakshmi, 2005). A vertex in V represents the solutions s; presented to the user so
far, whereas the edges in £ represent the partial-ordering evaluations provided by the user. The
minimal scenario for collecting meaningful information is provided by a tournament scheme of size
s = 2 (Goldberg, Korb, & Deb, 1989)), where given two solutions {s1,s2} € V the user is able to
provide three possible outcomes: (1) s; > s9, (2) s1 < s2, and s; = so—or equal/don’t know/don’t
care. Such a graph G can be transformed—under certain assumptions—into a normalized graph G’
containing only bigger than relations.

The tournament ordering presented in figure [I| guarantees that the partial order introduced
by the user evaluations produces a connected graph G. Such graph G =< V, & > represents the
partial evaluation order representing the solutions as vertex in V, and the pair-wise comparison
among individuals (greater, lesser, or equal) as edges in £. The partial ordering graph provided by
the user may be undirected (equal evaluations are allowed), however, such graph G can be easily
turned into a normalized directed graph G’ as figure [2| shows. The directed graph is obtained by
replacing the equal (undirected edges) by the proper greater-than or lesser-then relations (directed
edges)—see algorithmg |2| for further details.

Algorithm 2 Algorithmic procedure to normalize G into G’ to expand equal relationships

procedure normalizeGraph(G =<V, € >)

1: Create the set of draws D= {Ve < v1,v9 >€ £ :Je < v9,v1 >€ E= e < v1,v3 >C D}
2: Create the empty set Enr of new edges
3: Copy the arriving paths to the first items at the second items:

En — Ex U&= {Ve < v1,v9 >€ D: Yoi|Fe < vh,v; >€ E= e < v', vy >C &7}
4: Copy the arriving paths to the second items at the first items:

En — Ex U&= {Ve < v1,v9 >€ D: Yoi|Fe < vl v >€ E= e < v',v; >C &7}
5: Copy the departing paths of the first items at the second items:

En — Ex U&= {Ve < v1,v9 >€ D: Yoi|Te < v1,v' >€ E= e < vg,v* >C &7}
6: Copy the departing paths of the second items at the first items:

En — Ex U&= {Ve < v1,v9 >€ D: Yoi|Te < v9,v! >€ E= e < v1,v* >C &7}
7 G =<V, E >—<V, 0>
8: E'—EUEN
9: &'—&'—D—Dy={Ve < v1,v3 >€ D :e < v9,v1 >C Dy}
10: normalizeGraph «— G’

Given a normalized partial-ordering graph G’, aiGAs create a synthetic fitness based on the
partial ordering provided by user evaluations and the Pareto dominance concept (Pareto, 1896) of
multiobjective optimization (Coello-Coello, 1998; Deb, Agrawal, Pratab, & Meyarivan, 2000). A
global ordering measure may be computed using a heuristic based on two dominance measures, §
and ¢. Let d(v) be the number of different nodes present on the paths departing from vertex v.
Analogously, ¢(v) is defined as the number of different nodes present on the paths arriving to v.
Table (1| computes §(v) or ¢(v) given the graph presented in figure

The estimated fitness of a given solution (vertex) v may be computed as f(v) = d(v) — ¢(v).
Intuitively, the more solutions a vertex v dominates (is greater than), the greater the fitness.
Otherwise, the more solutions dominate (are greater than) a solution v, the smaller the fitness.
The final global estimated ranking 7(v) is obtained sorting the vertex v € V by f (v), as shown
in table |I} The estimated ranking introduces some spurious relations inside common ranks. This



2
100001) (010111

3 1
001000

(a) Partial ordering graph provided by the compar- (b) Equivalent partial order graph where equality re-
isons provided by the user based on the tournaments lations have been replaced by the proper greater than
of figure relations.

100000

Figure 2: Partial ordering graph provided by the comparisons provided by a user. Direction on the
arrows indicates greater than relations. When no direction is provided, equality is assumed.

global ranking is used to train a e-SVM for creating the synthetic surrogate fitness (Llora, Sastry,
Goldberg, Gupta, & Lakshmi, 2005). By optimizing such a synthetic fitness we may obtain a
look-a-head on candidate solutions to be evaluated by the user.

4 Consistency, Partial-Ordering Graphs, and Cycles

Since the partial order is a directed graph, such mapping has an interesting property. Given a
normalized partial-ordering graph G, if a vertex v appears more than once in a path of §(v) or
¢(v), then a cycle in such graph exists, i.e., it represents an inconsistency in the user evaluations.
Thus, due to the greater than relations, a contradiction on the user evaluations can be identified
(Llora, Sastry, Goldberg, Gupta, & Lakshmi, 2005)). This property is the basis of the consistency
metric of user evalutations descrived in section A user will be consistent at time ¢ if no cycles
can be found in the normalized partial-ordering graph G’.

In order to compute such a measure we need two components: (1) cycle detection capabilities
for a given graph G at time ¢ (G?), and (2) an heuristic measure to quantify how much inconsistency
the detected cycle is introducing. The rest of this section is devoted to explain these two elements.

4.1 Cycle detection

As mentioned earlier, cycle detection is the main underlying property for measuring the user con-
sistency during the evaluation process. Following this criterion we introduce the algorithms [3| and
to perform the detection of cycles in the graph based on the evaluations made by the user. The
idea of these algorithms is to mantain the same criteria on identifying the cycles and, thus, avoiding
the redundancy on the detected cyclic parts. For each vertex v in G’ =< V', £’ > the algorithms
explore the relation with the other vertex VN not yet processed by means of an accumulative set
of visited vertex in the path. Once the set of cyclic paths is formed, the non cyclic parts of the
paths are filtered to avoid the subcycle ambiguity. Then, the algorithm sorts each vertex of a cycle
by age. The algorithm remove the oldest edge that breaks the cycle. Finally, all the vertex that
appear in at least one cycle form the set x (G'), which is used to define the user consistency measure



Table 1: Estimation of the global ranking based on the dominance measure. This data presented
on the table uses the partial order presented on figure Given a vertex v, the number of
dominated vertexes §(v) and dominating vertexes is computed. Using this measures, the estimated
fitness may be computed as f(v) = 6(v) — ¢(v). The estimated ranking #(v) is obtained by sorting
based on sf(v).

v | f) r() [60) é@) | flv) i)
ot0111| 4 1 | 5 0 | 5 1
010100 [ 2 3 | 0 1 | -1 5
ot0t01 | 3 2 | 1 1 | 0 4
100001 | 2 3 | 0 2 | -2 6
100000 | 1 4 | 0 3 | -3 75
101010 | 3 2 | 2 0 | 2 25
001000 1 4 | 0 3 | -3 75
oo1110 | 3 2 | 2 0 | 2 25

as introduced in the next section.

Algorithm 3 Algorithmic description of the cycle detection algorithm in G’.

procedure cycleDetection(G’, 1)

1: Create the empty sets C of cycles, V1 of visited vertex

Extract the first vertex v* € V | v’ ¢ Vr

Create the set VW ={V v e VW : (v #£v)N(ved)}

Create the set Cz = {Yv € VN Ve(v',v) € € : cycleExporer({vi},v,G') C Cr}
Filter the non-cyclic parts of paths Ve € Cr

Sort cycles considering the oldest vertex as the first/last vertex Ve € Cr

Vr «— Vru{v'}

C—CuUCt

Go to 2 while Vot € G': vt ¢ Vr. Else cycleDetection «— C

4.2 Consistency heuristic

Using the algorithms and definitions provided in the previous section, we are now able to introduce
a measure of the user consisteny. The consistency of a user at time ¢, (Q’t, w) is defined as follows
(0%

1" 1
ﬁ(g ,w)=1— W’t|. Z Wy (1)

vex(9")

where |V’t’ is the number of vertex in G’ at time ¢, w, the weight of vertex v, x (G"*) the vertexes
in the cycles detected in G at time ¢, and « a global scaling factor bigger or equal than 1. Unless
noted otherwise, w, is equal to 1 for any v € V! and a = 1.

This measure is a snapshot of the user consistency at time t. For the rest of the calculations
presented here we assume ¢t = t,—or final time. However, measuring user consistency accurately
would require an average integration of the consistency along the interactive run. However, this
approach is postponed until further research. Figures [6] illustrate how the k measure
behave. Figures present the partial-ordering graph, the synthetic fitness and ordering computed,



Algorithm 4 Algorithm to explore all paths departing from from v in Vr

procedure cycleExplorer(Vz,v,G' =< V' &' >)
1: V<= VrUw
2: Create the set R ={Vo' € V1 Ve(v,v?) € & :e(v,v") C R}
3: (R#0) = return(R)
4: Create the set Cz = {Vv' € (V—{v})Ve(v,v") € & : cycleExporer(Vr,v',G") C C1}
5: return(Cr)

and consistency of the user s (g’t,w). This examples illustrates how the wrong decision provided
by the user may greatly reduce the consistency.

5 Interactive Weight tuning for corpus-based Text-to-Speech Syn-
thesis

The aim of any Text-to-Speech (T'TS) system is the generation of synthetic speech from text. The
performance of such systems is evaluated by human beings based on the perceived speech quality.
Hence, it is essential to somehow embed this subjective criterion into the tuning process of the
TTS system for achieving highly natural synthetic speech. The corpus-based or unit selection TTS
approach is one of the state-of-the-art techniques that try to reach this aim (Black & Tokuda, 2005).
This method generates the synthetic speech signal by means of the selection and concatenation of
recorded speech units. The tuning of the unit selection module is one of the most important
processes in getting high quality synthetic speech (Black, 2002). The selection process is driven by
a cost function (Hunt & Black, 1996|), which is typically computed as the combination of several
weighted subcosts. A key issue involves the accurate tuning of these weights, that is, mapping the
user subjective preferences among candidate units—a complicated task (Hunt & Black, 1996; |Lee,
Lopresti, & Olive, 2001). Several approaches have been proposed for weight training, distinguishing
between ¢) hand-tuning (Coorman, Fackrell, Rutten, & Van Coile, 2000) and 4i) machine-driven—
purely objective methods (Hunt & Black, 1996; [Meron & Hirose, 1999; [Park, Kim, & Kim, 2003) or
perceptually optimized techniques (Lee, Lopresti, & Olive, 2001; Peng, Zhao, & Chu, 2002; Toda,
Kawai, & Tsuzaki, 2004).

In a previous work, we introduced genetic algorithms (GA) for tackling the weight tuning
problem (Alias & Llora, 2003)). This technique overcame the restrictions of classic approaches
(Hunt & Black, 1996; Meron & Hirose, 1999)), attaining better results with a feasible computational
effort. Nevertheless, this approach, as all the previous techniques, needs to face a key challenge:
the reliable estimation of the subjective perception of the speech attributes (i.e. it is very difficult
to define a solid perception mapping function). Thus, it is necessary to actually incorporate user
preferences for accurately tuning the weights of the cost function. As a first step, we applied
a simple interactive genetic algorithm (iGA) for weight tuning, allowing an actual perception-
guided adjustment (Alias, Llora, Iriondo, Sevillano, Formiga, & Socord, 2004). However, the
conducted experiments evidenced two main problems: the tediousness of the process (user fatigue)
and the complexity of maintaining a stable comparison criterion throughout the whole process
(user consistency), which are weaknesses related to iGAs. Later, active iGAs (aiGas) introduced
several advances for combating the user fatigue (Llora, Sastry, Goldberg, Gupta, & Lakshmi,
2005)), showing that learning from user interaction and exploiting the learned knowledge to guide
the process of collecting user evaluations can greatly reduce the number of evaluations required
to achieve high-quality solutions. Moreover, as described in section [4] the user consistency can be



(a) Partial-ordering graph.

v] () ) | fv) ()
1[4 2 [ 2 3
2| 5 0 | 5 2
3] 6 0 | 6 1
4l 0 1 | -1 5
5| 3 3 |0 4
6| 0 4 | 4 7
7)1 4 | -3 6
8| 0 5 | -5 8

|V/1‘ — 87 X (g/l) — O, K (gll =1

N—"

(b) Synthetic fitness and « consistency measure

Figure 3: Synthetic fitness and consistency measuere example for aiGA at iteration 1.
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(a) Partial-ordering graph.

v [8) d(v) | fv) r(v)
119 3 6 3
219 3 6 3
310 0 | 10 1
41 0 5 | 5 10.5
519 3 6 3
6 0 4 | 4 8
T2 4 ] -2 6.5
8] 0 5 | 5 10
9 2 4 | -2 6.5
10 0 5 | 5 10
1m0 6 | -6 12
12| 1 0 1 5
V=12, x(6") =3,k(¢") =075

(b) Synthetic fitness and « consistency measure

Figure 4: Synthetic fitness and consistency measuere example for aiGA at iteration 2.
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(a) Partial-ordering graph.

v | 8() ¢(v) | fw) F(v)
1 [ 13 6 7 45
2 | 13 6 7 4.5
3 | 13 6 7 4.5
4 0 8 | -8 14
5 | 13 6 7 4.5
6 0 7| T 11.5
7 2 7| 5 9
8 0 8 | -8 14
o | 13 6 7 4.5
10 | 0 7| -7 11.5
11 | 13 6 7 4.5
12 | 14 0 | 14 1
13 | 2 8 | -6 10
14 | 3 0 3 8
15 | 1 9 | -8 14
16 | 0 10 | -10 16

|v/1| =16, x g/l) —6, K (g/1) — 0625

(b) Synthetic fitness and k consistency measure

Figure 5: Synthetic fitness and consistency measuere example for aiGA at iteration 3.
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v \ 5(v)  ¢(v) \ f(v) 7(v)
1 13 10 3 8.5
2 13 10 3 8.5
3 13 10 3 8.5
4 0 12 -12 18.5
5 13 10 3 8.5
6 0 11 -11 16
7 2 11 -9 13.5
8 0 12 -12 18.5
9 13 10 3 8.5
10 0 11 -11 16
11 13 10 3 8.5
12 14 0 14 3.5
13 2 11 -9 13.5
14 14 3 11 5

15 1 12 -11 16
16 0 13 -13 20
17 16 2 14 3.5
18 0 3 -3 12
19 17 1 16 2

20 18 0 18 1

V=20, x(¢")=6,x(G") =07

(b) Synthetic fitness and  consistency measure

Figure 6: Synthetic fitness and consistency measuere example for aiGA at iteration 4.
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Figure 7: Screenshot of Sin-Fwvo, a platform for the interactive weight tuning for corpus-based
text-to-speech synthesis.

evaluated according to the number of cycles of the partial-ordering graphs. Thus, alGAs allow facing
the main drawbacks of the iGA-based weigth tuning approach, when incorporating the perception
of the user to the process. Notice that due to the real-valued representation of the weight tuning
problem, the optimization step is conducted by a continuous PBIL (Sebag & Ducoulombier, 1998)),
instead of using ¢cGA (Llora, Sastry, Goldberg, Gupta, & Lakshmi, 2005).

6 Experimental Results and Analysis

The main goal of the experiments is to explore the consistency of user evaluations for interactive
corpus-based TTS weight tuning. We have repeated the experimentation done in (Alias, Llora,
Iriondo, Sevillano, Formiga, & Socoré, 2004)), but replacing the simple iGA with the proposed active
iGA (Llora, Sastry, Goldberg, Gupta, & Lakshmi, 2005). The consistency of user evaluations when
using both interactive methods is computed by & (G,w). Measuring the user consistency required
to set up controlled experiments. For such purposes we used again the Sin-Evo platform to provide
the interface to collect user evaluations—see figure [7]

The rest of this section is devoted to show how one big asset of using active iGA, besides
providing an important cut in the number of evaluations required—it reduce them in half—, is the
boost in the consistency of the user evaluations thanks to the active guidance provided.

6.1 Boosting Users Consistency

Given the measure of the user consistency (g’ ¢ w), we analyzed the consistency of the users along
the evolutionary process from our earlier work (Alias, Llora, Iriondo, Sevillano, Formiga, & Socord,|
2004)). The upper portion of tablepresents the consistency of the users involved in the experiments
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Table 2: Consistency enhancement percentage—100 - k (g’tw,w).

Consistency percentage in simple interactive genetic algorithm runs

Phrase Novice User (%) Knowledgeable User (%) Expert User (%)
“De la seva selva” 94.44 85.51 78.43
“Fusta de Birmania” 85.71 76.92 91.07
“I els han venut” 89.36 86.96 73.08
“Grans extensions” 94.23 80.00 100.00
Consistency in active interactive genetic algorithm runs
Phrase Novice User (%) Knowledgeable User (%) Expert User (%)
“De la seva selva” 100.00 89.19 100.00
“Fusta de Birmania” 100.00 100.00 100.00
“I els han venut” 100.00 100.00 94.83
“Grans extensions” 100.00 100.00 100.00

at the end of the evolutionary process. The collected logs of the tournaments presented to the users
allowed us to do so. We also studied how & (Q’t, w) changed at each tournament ¢ presented to the
user. These results are displayed on the left portion of figures 8], [9] and Each of this figures
stands for one of the four Catalan phrases explored: “De la seva selva”, “Fusta de Birmania”, “I
els han venut”, and “Grans extensions”.

Two main realizations stroke us when we analyzed the logs using the (Q”t,w) consistency
measure. As shown in table 2] only the expert user was consistent all the time in a particular
experiment. Regardless of the user profile-novice, knowledgeable, or expert—all the users had trou-
bles maintaining a consistent criteria during a session using a simple interactive genetic algorithms.
Another relevant discovery was that inconsistencies show early on the run of the iGA. On average,
regardless of their profile, regardless of their profile, tend to contradict themselves around tourna-
ment 14, and they contradict themselves 2.83 times per run. Such inconsistencies may be regarded
as a noisy subjective fitness function and, hence, be responsible for increasing the number of eval-
uations required from the user to get a high-quality solution (Miller & Goldberg, 1995; |Goldberg,
2002; [Sastry & Goldberg, 2002)—relieving user fatigue.

This analysis was repeated replacing the simple iGA in Sin-Evo (Alfas, Llora, Iriondo, Sevillano,
Formiga, & Socord, 2004) by an active iGA (Llora, Sastry, Goldberg, Gupta, & Lakshmi, 2005). The
lower portion of table presents the consistency (g ‘o w) of the users involved in the experiments
at the end of the evolutionary process conducted using an aiGA. We also studied again how (g’f, w)
changed at each tournament ¢ presented to the user. These results are displayed on the right portion
of figures [ [9] [10} and [II] We repeated the same experimental set up using the same four Catalan
pharses.

The first impression after the analysis of the results obtained using aiGAs is the boost in the
consistency of the evaluations provided by the user. Using aiGAs only two out of the fifteen
experiments ended in and inconsistent status—&« (g'tw,w) < 1. Nevertheless, the consistency of
these runs was above the average consistency achieve using a simple iGA—which only helped
the user to stay consistent in one of the fifteen experiments. Another interesting insight at the
consistency support provided by the used of aiGAs—as shown in figures [§] [9] and [[I}—even
if the user provide a contradictory evaluation, the active selection of tournaments based on the
partial-ordering graph G help the user to get back on the track of consistency.

Given these results, we could compute the enhancement on the consistency introduced by using
aiGAs for the weight tuning of the TTS embedded in Sin-Evo. Table 3| presents the consistency
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Figure 8: Evolution of the user consistency measured using x (g’t,w) for the phrase “De la seva
selva”. Figures compare the consistency evolution of different users when using a simple interactive
genetic algorithm or an active interactive genetic algorithm.
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Figure 9: Evolution of the user consistency measured using (g’t,w) for the phrase “Fusta de
Birmania”. Figures compare the consistency evolution of different users when using a simple
interactive genetic algorithm or an active interactive genetic algorithm.
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Figure 10: Evolution of the user consistency measured using x (g’t,w) for the phrase “I els han
venut”. Figures compare the consistency evolution of different users when using a simple interactive
genetic algorithm or an active interactive genetic algorithm.

Phrase: "Grans extensions" Phrase: "Grans extensions"
o o
— —
(o)) [«2)
o 7 o 7]
& « 3 ®
g ° g °
2 @
2 2 o
§ S § S
© _| © |
© —— Novice user © —— Novice user
--- Knowledgeable user ---  Knowledgeable user
0 _| --- Expertuser 0 | --- Expertuser
o o
T T T T T T T T T T T T T T
0 20 40 60 80 100 120 0 10 20 30 40 50 60
Tournaments Tournaments
(a) Simple iGA (b) Active iGA

Figure 11: Evolution of the user consistency measured using x (g’t,w) for the phrase “Grans
extensions”. Figures compare the consistency evolution of different users when using a simple
interactive genetic algorithm or an active interactive genetic algorithm.
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Table 3: Consistency enhancement percentage achieved by replacing the simple iGA by an active
iGA.

Phrase | Novice User (%) Knowledgeable User (%) Expert User (%) [ Summary
“De la seva selva” 5.89 4.30 27.50 12.56
“Fusta de Birmania” 16.67 30.01 9.81 18.83
“I els han venut” 11.91 15.00 29.76 18.89
“Grans extensions” 6.12 25.00 0.00 10.37
Summary 10.148 18.58 16.77 15.16

Table 4: Efficiency enhancement achieved by replacing the simple iGA by an active iGA.

Phrase [ Novice User Knowledgeable User Expert User [ Summary
“De la seva selva” 2.00 2.00 2.00 2.00
“Fusta de Birmania” 2.00 2.00 2.00 2.00
“I els han venut” 2.00 2.00 2.00 2.00
“Grans extensions” 2.00 2.67 2.00 2.23
Summary 2.00 2.17 2.00 2.06

enhancement percentage between using a simple iGA and an aiGA. The key take-home message is
that using an aiGA we were able to boost the consistency along the evolutionary process, supporting
the user to provide consistent and unambiguous evaluations.

6.2 A Byproduct: The Efficiency Enhancement

One of the main reasons for the introduction of aiGAs (Llora, Sastry, Goldberg, Gupta, & Lakshmi,
2005|) was to drastically cut the number of evaluations required from the user, in a successful effort
to combat user fatigue. As mentioned above, this paper focused on exploiting another interesting
property of aiGAs, the support for consistency of user evaluation. Nevertheless, once aiGA was
plugged in Sin-Evo platform the efficiency enhancement facet could not be ignored. No special
efforts were done to tune the aiGA model by [Llora, Sastry, Goldberg, Gupta, and Lakshmi (2005)
to this particular goal. However, as table {4] shows, and automatic reduction on the number of
required user evaluations was collected. On an average, the usage of an off-the-shelf aiGA slashed
in half the number of evaluations required from the user and, hence, required the user to spend half
of the time spend on the original TTS weight-tuning experiments. The stopping criteria was set
due to the increment of draws and cycles in the graph—this usually happened around generation

3.

7 Conclusions

This paper introduce a measure of the solution-quality assessments provided by a user in an in-
teractive GA session. We explored how a partial-ordering graph can be used for measuring user
consistency via cycle detection. In a partial-ordering graph, a cycle is a clear indication of user
solution-quality assessment inconsistency. We proposed a consistency measure k that requires (1)
cycle detection capabilities given a partial-ordering graph, and (2) an heuristic to quantify how
much inconsistency the detected cycles are introducing.
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Figure 12: User preferences based on the TTS weight tuning using different methods. Regardless
of the phrase analyzed, more than a 50% of the users always preferred the synthesis produced by
winning weights obtained by aiGA.

We tested the user consistency measure k using a state-of-the-art TTS weight tuning technique
based on interactive genetic algorithms. Two different settings were tested, one using a traditional
iGA and another one using active iGAs. The usage of partial-ordering graphs allowed us to evaluate
the consistency of the solution-quality assessments provided by the users in both systems using
the k measure. A sequence of controlled experiments we conducted to perform this comparison.
Results showed that aiGAs slashed in half the number of evaluations required to achieve efficient
subjectively tuned weights, reducing user fatigue during the tuning process. Moreover, the active
iGAs also provided better user guidance, drastically boosting the user consistency along the tuning
process when compared to a traditional iGA scheme.
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